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Abstract

We studythe problemof determiningwhether
a query is containedin anotherwhen queries
can carry along annotationdrom sourcedata.
We say that a query is annotation-contained
in anotherif the annotatedoutput of the for-
mer is containedin the latter on every pos-
sible annotatedinput databases. We study
the relationship between query containment
and annotation-containmenaind shav that
annotation-containmeris a more re ned no-
tion in general. As a consequencehe usual
equivalenceausedby atypical queryoptimizer
may no longer hold when queriescan carry
along annotationsfrom the sourceto the out-
put. Despitethis, we shav that the samean-
notatedresult is obtainedwhetherintermedi-
ateconstructof a queryareevaluatedwith set
or bag semantics. We also give a necessary
and sufcient condition, via homomorphisms,
that checks whether a query is annotation-
containedn another Eventhoughour charac-
terizationsuggestshatannotation-containment
is more complex than query containmentwe
shav that the annotation-containmemgroblem
is NP-completethusputtingit in thesamecom-
plexity classas query containment. In addi-
tion, we shav that the annotationplacement
problem,which was rst shovn to be NP-hard
in [BKTO02], is in fact DP-hardand the exact
compleity of this problemstill remainsopen.

1 Intr oduction

Many databasethatwe can nd onthe Web todayare
derived from other (source)databases New databases
are often createdbecausethere is a need for “cus-
tomized data” and often, these databasesre curated
with new data addedin the process(some examples
are[BA0O, BKML * 00, DCB* 01]). In this situation,a
systemthat is able to carry along superimposednfor-
mation [MD99] or annotationsabout data as the data
is being transformedis usefulin mary aspectsas we
shall describeshortly We ervision an annotationrman-
agemensystemthatis not only capableof carryingfor-
ward annotationsof dataas datais beingtransformed,
but alsocapableof attachingnew annotation®n derived
databad to the sourcedata. Suchbidirectionalmove-
mentof annotationss usefulfor spreadingnformation
abouta piece data consistentlyin a network of inter-
dependentiatabasesHaving sucha systematidool for
sharingadditionalinformation aboutdataautomatically
anddynamicallyvia annotationss especiallyaluablein
a collaborative ervironmentwheredifferentviews of the
samedatabaseften exist simultaneously The method
by which an annotationis propagatedorth andbackin
our systemis basedon provenance[BKT01, BKT02],
morespeci cally where-provenance Intuitively, the set
of annotationsassociatedvith a pieceof datad in the
outputis obtainedfrom the annotationghat are associ-
atedwith every sourcedatawhered is copiedfrom The
main featureof suchprovenance-baseahnotatiorman-
agementsystemis thatif every pieceof sourcedatais
annotatedwith its location (or identi er), thenonecan

tracethe provenance(or ow) of a pieceof datad in
the resultby simply looking at its annotationgi.e. the
setof all sourcelocationswhered is copiedfrom) of d.
By virtue of the ability of annotationgo add value to
data,annotationganbe usedcreatvely for a variety of
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otherpurposesWe describesomepossibleapplications
of our provenance-baseghnotatiormanagemergystem
below.

To keepinformation that cannot stored according
to the curr ent databasedesign. Anotheruseof annota-
tionsis to describa@nformationaboutdata(or meta-data)

that would otherwisehave not beenkeptin a database.

For example,the additionalinformationthat an integer
“50” in a databasaevasmeasuredin ponds™ while for
someothers,'in kilograms”canbedescribedhroughan-
notations,especiallyif the databaseschemas too rigid
to accommodatsuchcomments.

To highlight wrong data. Our annotationframe-
work can also be viewed as a semi-automatidool for
datacleaning. If anerroneouglatawasdiscoveredin a
databasean error reportcan be attachedo thatwrong
dataandpropagatedackto the sourcedata. The main-
tainersof that sourcedatabaseanbe noti ed of theer
ror andthereforemake the necessarygorrectionsbefore
the next databaseelease. In the meanwhile,the error
reportcanalsobe propagatedo the samedatain other
databasesthus notifying other usersof the error.  Of
coursepneshouldalsobeableto addannotationgo an-
notations.For example the spellingmistale of theanno-
tation“in ponds”,describedtarlier canbehighlightedin
anotherannotation.

Security. The securitylevel of a dataelementcan
be describedhroughannotations.Whena queryis ex-
ecuted,the annotationson the result of the query can
be aggreyatedto determinethe degree of sensitvity of
the resultingoutput. This ideaof using annotationgo
describethe security level of various dataitems or to
specify ne-grained accesscontrol policiesis not new
andcanbefoundin variousformsin existing literature.
E.g.[ML97,JS90DLS" 88].

Quality metric. Annotationscanalso be usedasa
guide on the quality of data. The quality of a pieceof
data,basedon somesuitablemetric, canbe attachedas
an annotation. The aggreyate of the annotationsn the
derived databaseansere asan estimateto the overall
quality of the derived database.We note that knowing
the provenanceof datacanalsosene asa guideto the
overall quality of thederiveddatabase.

Otherthan using provenanceas a basisfor annota-
tion propagationsthere are concevably other choices
for the semanticsof annotationpropagation. As op-
posedto having suchautomaticmechanisnfor propa-
gatingandcombiningannotationspnecould alsoimag-
ine having explicit languageconstructsor dealingwith
annotations.We believe, however, that thereare mary

1“Pond” is intentionallymisspelled.

applicationssuchasthosedescribedabove, wheresuch
an automaticprovenance-basednnotationpropagation
is desirable.As we shallalsodescribein Section5, this

semanticsof propagatingannotationsbasedon prove-

nanceis naturaland can also found in existing litera-

ture [WM9O0, LBM98]. The containmentpropertiesof

querieghatcancarryalongannotationdasecon prove-

nance however, wasnever studiedbefore.

Problem Statement and Summary of Main Re-
sults. In our frameawork, a binding associates variable
to avalueaswell asthe setof annotation®f thatvalue,
if any. With this de nition of a binding, the method
by which annotationsare propagatedrom a sourceto
the outputfollows the usualmechanicof query evalu-
ation (by reasoningaboutits valuations) with the addi-
tional rule thatthe setsof annotationshatareassociated
with the sameoutput dataare unionedtogether Intu-
itively, two queriesareannotation-equivalerif they pro-
ducethesameannotatedutputon every annotatednput
databasesA queryis annotation-containedh another
if theresultof theformerquery(anannotatediatabase)
is alwayscontainedn theresultof thelatterqueryunder
everypossibleannotatednputdatabaseAn databas® ;
is annotation-containeith anothematabas® , if (1) ev-
erytuplein D, alsooccursin D, and(2) the setof an-
notationsassociateavith every columnof everytuplein
D, is asubsebf the setof annotationghatis associated
with the samecolumnof the sametuplein D ».

We studythe containmentelationshipamongqueries
in our framenork. We show thattwo equivalentqueries
are not annotation-equialentin general. This result
shavsthattraditionalqueryoptimizationtechniquegan-
not be immediatelyappliedto our framework. In fact,
given two equivalent conjunctive queriesQ and Q0 it
is only when Q is a minimal query that one can de-
terminethat Q is annotation-containeth Q° (A min-
imal queryis a queryin which no subquery one that
haslesssubgoalsor joins, is equivalentto it.) More-
over, we show thatthereareotherequivalenceausedby
query optimizers(suchas query rewriting using views
and query minimization) that do not apply in the case
of querieswhich cancarry along annotations.We also
give anecessarandsufcient condition,via homomor
phismsthatcharacterizewhetheraqueryis annotation-
containedin another Statingintuitively, the character
ization shaws that the problemof checkingwhethera
queryQ is annotation-containeth anotherquery Q° is
equialentto the problemof nding a family of homo-
morphismsfrom Q° to Q. This family of homomor
phismsensureghat Q° cansimulateevery possibleway
which Q may propagateannotationsrom the sourceto



the output. Eachhomomorphisnh in the family corre-
spondsto an occurrenceof a distinguishedvariablein
the body of Q andits pre-imageunderh mustbe a dis-
tinguishedvariablein Q°thatoccurs‘in thesameway”.

Sucha homomorphisntharacterizations obviously
morecomple thanits counterparin classicauerycon-
tainmentsinceit requiresafamily of homomorphismso
exist and eachhomomorphisnis requiredto map each
occurrenceof a distinguishedvariablein a certainway.
We shaw, however, thatannotation-containmesstill be-
longsto thesamecompleity classasquerycontainment,
i.e.,it is NP-complete Moreover, despitehaving shavn
thatusualqueryequivalencesvhich areusedby a query
optimizer may no longer hold when queriescan carry
along annotationswe shav that a query producesthe
sameannotatedesultwhetheiits intermediateonstructs
are evaluatedwith setor bag semantics.We also shav
that the annotationplacemenfproblem which was rst
shavn to be NP-hardin [BKT02], is in fact DP-hard
and conjecturethat the exact complexity of this prob-
lem lies in a classthatis slightly above DP. Given a
guery a sourcedatabasethe output,anda columnof a
tuple wherethe annotationis to be placed,the annota-
tion placemenproblemis to determinewhetherthereis
anannotatiorthatcanbe placedon somesourcedataso
thatit only propagate thethespeci edoutputdataand
no otherplaces.

2 Preliminaries

Data Element, Location. A data elementis the value
of an attribute of a tuplein arelation. A locationis a
triple (R, t, i) consistingof a positionnumberi (or an
attribute),atuplet, andarelationnameR. For example,
giventherelationschemderson(ssn, name, age) and
theinstancef (123 “John”, 34), (112 “Joe”, 23), ... g,
“John” is a dataelementof the tuple (123 “John”, 34)
undertheattributename andresidesn thelocation(Per
son, (123 “John”, 34), 2). We sometimeswrite a loca-
tion asapairin short,e.g.,(Person{23 “John”, 34), 2).
An annotationis dataattachedo a dataelementwhich
residesn somelocation. Therecanbe multiple annota-
tions attachedo the samedataelement.We sometimes
usethe phrase*an annotationis attachedo a location”
to meanthe sameasanannotatioris attachedo thedata
elementhatresidesn thatlocation.If thereis anannota-
tion“ " attachedo thelocation(Person{12 “Joe”, 23),
3), we will write thetupleasPerson{12, “Joe”, 239 ).
Conjunctive Query. Our resultsare basedon con-
junctive queries]AHV95]. A conjunctivequeryhasthe
form Q(X):-S1(Y1); 3 Sn () whereX;Yi;i 2 [1;n]
denotevectorsof variablesandevery variablein X oc-

cursin Y; for somei 2 [1;n]. EachS;(Y;) is calleda
subgoalandeachS; wherei 2 [1;n]is arelationname.
ThetermQ(X) is the headof the query Variablesn X
are calleddistinguishedvariables A conjunctve query
is saidto containviewsif oneor moreof its subgoalds
de ned by the headof anotherconjunctive query That
is, for somei 2 [1;n], S; is not a relation nameand
Si(Y;) is the headof anotherconjunctve query We use
thenotationX [i] to denotetheith variablein X .

Semanticsof Querieswith Annotations. Intuitively,
annotationsare propagatedrom an input databasedo
the resultof a queryaccordingto the bindingsof vari-
ables. For example, matchingPersonkK ; Y; Z) against
Person{12, “Joe”, 23'9 ) produceghevaluationf X !
112Y | “Joe%zZ ! 239 g. The setof annota-
tions associatedvith the location (Person{12, “Joe”,
23), age)is alsoboundto the variableZ. Therefore,if
Z occursin theheadof thequery theannotatior’ " ap-
pearsat the locationthatcorrespondso Z in the output
underthis valuation. Multiple annotationgor the same
outputlocationareunionedtogether For example,given
the annotatedlatabaséersore f (318 “Jane”,23'9 ),
(112 “Joe”, 239 )g, thequeryQ(Z) :- PersofiX ;Y; Z)
produceshe outputQ(23" :9). The precisesemantics
of conjunctivequerieghatpropagatennotationss given
in theappendix.

Correspondence of Locations, Annotation-
Containment, and Equivalence.Let Q beaconjunctive
queryof theformH (X) :  S1(Y1);:::;Sn (Y,) wherea
subgoalof Q maybeaview. Let D be a databaseand
D°bethedatabas® augmenteavith the (materialized)
view predicate®f Q. We saythatasourcdocation(s;i)
in D correspondgo an outputlocation(t;j) in Q(D)
accordingo Q andD if oneof thefollowing holds:

1. for somek 2 [1;n], Y[i] = X[j ], andthereexistsa
valuation' from Q into D%suchthatH (* (X)) =
t, Sk(" (Yk)) = s (notethatSy is arelationname)

2. for somek 2 [1;n], Sk is aview, Y¢[p] = X[i]
for somepositionp, andthereexists a valuation’
from Q into D%suchthatH (* (X)) = t, and(s;i)
correspondso (Sk (' (Yx));p) accordingto V and
D whereV istheconjunctve querythatde nesthe
view Sy (k).

Continuing with the above example, (Person818
“Jane”, 23), 3) correspondgo (Q(23), 1). Similarly,
(Person{12, “Joe”, 23), 3) correspondgo (Q(23), 1).
Notice that a databasd, may be the resultof a query
Q appliedon anothemdatabas® ;. Annotationpropaga-
tion is transitve. If alocationl; in D1 correspond$o |,
in Q(D1) (i.e.,D>) andl, correspondso I3 in QYD>),



thenl, correspondso I3 accordingto Q° Q andDj.
GivenaqueryQ andsourcedatabas®, letL o.p denote
thesetof all pairsof locations(l; 19 wherel corresponds
to|I°underQ andD . Giventwo queriesQ andQ® wesay
Q is annotation-equivalento QC if Lop = Lgop for
every annotatednput databas®. We write Q =, Q°
if Q and Q° are annotation-equialent. Similarly, we
write Q , QCif Q is annotation-containeih Q0 i.e.,
Lop Lgop for every annotatednput databased .
NoticethatQ is trivially annotation-containeih Q° for
ary queryQUif Q is abooleanconjunctivequery For the
restof our discussionyve shallassumehatour conjunc-
tive queriesare not booleanasit is this classof queries
thatis relevantto us, i.e., suchqueriescancarry along
annotationgrom the sourceto theresult.

The propositionbelon shows that any conjunctive
querywith views canin factbe rewritten asa conjunc-
tive querywith only extensionaldatabaseredicategno
views) in the body that is annotation-equialentto the
original query We write Q%* to denotethe expansion
of Q whereall views of Q are replacedby their de -
nitions so that every subgoalis an extensionaldatabase
predicate.We shall assumehat existentially quanti ed
variablesare distinct in the de nitions of all the inten-
sionaldatabasgredicates.

Proposition2.1 If Q is a conjunctivequerywith views,
thenQ®® =, Q.

3 The Behavior of Annotations under
Query Evaluation

A queryoptimizertypically exploresdifferentbut equiv-
alentformulationsof a given querybeforethe bestone
is picked andexecuted.A naturalquestionthatarisesis
whetherthe sametechniqueof picking the bestequiva-
lent queryextendsto querieswhich may carryalongan-
notationsj.e., will thebestplanproducethesameanno-
tatedresult?

We have found that it is possiblefor annotationgo
propagatedifferently evenundersimple equivalentcon-
junctive queries. This is not surprisingif one obsenes
thatannotationganprovide informationaboutthe “wit-
nesses”(or sourcedata) that is usedto generatethe
output. Hence,annotationscan be usedto distinguish
amongequialentqueriessincea pieceof datain there-
sult may have beengeneratedor differentreasongin
differentways)dependingon the query despitethe fact
thatequivalentqueriesalwaysarrive at sameresultsun-
derthesamenputdatabaseln thissectionwe shaw that
giventwo equivalentconjunctive queriesQ andQ?® nei-
therQ . Q%norQ® , Q in general.lt is only under

rather restrictedcircumstanceshat the equivalenceof

two queriedmply annotation-containmenthecorverse
is always true: wheneser two queriesare annotation-
equialent, they mustbe equivalentqueries. Sincethe
intermediateresults of a query are often executedin

bagsemanticavith duplicatesremoved only at the very

endif neededa relatedquestionthat arisesis whether
query evaluationdone in bag or set semanticswould

affect annotationpropagations. We shawv that we ob-

tain the sameannotatedesultwhetherintermediatere-

sults of a query are evaluatedwith bag or set seman-
tics. We give a necessanand sufcient condition for

checking annotation-containmerdf queriesand shav

thatannotation-containmerg NP-completewhich has
equalcompleity asthe problemof decidingquerycon-

tainment.We alsoshawv thattherearesomeotherequi-

alencesusedby queryoptimizersthatcannotbeimmedi-

atelyappliedto our framework.

3.1 Containment and Annotation-Containment

We rst shav thatequivalentqueriesarenot annotation-
equialentin generaldueto the useof equalitieswhich
areavailablein mary querylanguagesuchasSQL.

Example 3.1 The following queries nd pairs of em-
ployeesof the sameage (with the schemaEmp(name,
addr, age)).

Q1 : Ans(X, X° Z):-Emp(X,Y, Z), Emp(X° Y? 2).
Q2 : Ans(X, X0 Z):-Emp(X, Y, Z), Emp(X? Y% Z9,
z2=2°

Supposewe have the following tuplesin the relation:
Emp(John, Pine St, 30'?9) and Emp(Joe, Walnut
Ave, 30). The outputsof Q; andQ, areshavn below
(ontheleft andright respectiely).

Ans(John, John, 30'?9) Ans(John, John, 30 ?9)
Ans(John, Joe, 30°?9)  Ans(John, Joe, 30 ?9)
Ans(Joe, John, 30'?9)  Ans(Joe, John, 30)
Ans(Joe, Joe, 30) Ans(Joe, Joe, 30)

The differencein the resultsof Q1 and Q is due
to the implicit equality throughvariableZ, in Q; and
the explicit equalityZ = Z%in Q,. It appearghatthe
above problemarisesbecauseannotationsio not prop-
agateacrossthe equality operator If annotationswvere
exchangedbetweenZ and Z° in Q, for every possi-
ble binding of valuesandannotationgo Z andZ° then
Q1 =4 Q2 in this example. We shall shav, however,
thatevenwithout the explicit useof equality the behav-
ior of annotationganstill be differentacrossequialent
queries. In otherwords, evenif we had chosenthe al-
ternative semanticshatannotationgropagatecrosghe



equalityoperatoywe would still runinto the sameprob-
lem. The next exampleshows that even without equali-
ties,two equivalentqueriesarenotannotation-equwialent
in generalln fact,it is possiblehatneitherof thequeries
is annotation-containeith the other

Example 3.2 It canbeeasilyveri ed thatthequeriede-
low areequialent.

Q1: Ans(X,V):-R(X,Y,U),R(X,Z,V),RT,W,Z).
Q2 Ans(X,V):=-R(P,Q,V),R(X,Z,V),RT,W,2Z).

Supposeave have thefollowing annotatednstanceof

R: R(17*9, 2, 3), R(17%9, 4, 5779), R(4, 8, 4), and
R(8, 9, 57#9). For Qy, theresultis Ans(1f*:°9, 5f?9),

For Q,, theresultis Ans(17°9, 5f%# 9). Clearly, neither
Q1 a Q2norQ; 5 Qi. Thedifferencein results
shaws that while two equivalent queriesalways arrive

at the sameanswergyiven the sameinput databasethe
methodby which they arrive attheanswersanberather
differentin general. Sinceannotationpropagationsre
largely determinedby the valuationsthat occur during

evaluation, its propagationbehaior is highly sensitve

to the way the queriesare written. This examplealso
suggestghatit is dif cult to determinethe annotation-
containmentelationshipbetweertwo queriesn general,
evenif they areequialent. We canshaw, however, that
asufcient conditionfor @ 5 Q%is whenQ andQ%are
equivalentqueriesandQ is minimal.

Theorem3.3 If Q and Q° are equivalent conjunc-
tive queriesand Q is minimal, then Q is annotation-
containedn Q°

Proof. In otherwords,if Q = Q°andQ is minimal,
thenQ 5 QY% The proof usesthe following result
from [HN92]: If C is the coreof a nite structureA,
thenthereis a homomorphismh : A ! C suchthat
h(v) = v for every memberv of the universeof C. A
structureA over the schemaR;:::; Rki is a sequence
bA; RY ;R T whereA is a non-emptysetand RA
is the relationthatinterpretsthe relationsymbolR;. A
structureA is a substructue of B = hB; RE;::;; REi if
A B andR® RE foralli 2 [1;k]. Thestructure
A is apropersubstructuref B if A is a substructuref
BandR® RP for somei 2 [1;k]. A substructureC
is the core of a structureA if thereis a homomorphism
from A to C andno homomaorphisnfrom A to a proper
substructuref C.

It follows from this result of [HN92] thatthereis a
homomorphisni from Q°to theminimalquery(or core)
Q? of Q%suchthath mapsevery variablein asubgoalbf
Q! to itself (by viewing the canonicalinstancesof the
queriesasstructures)SinceQ andQPareequivalentand

Q is minimal, it followsthatQ? andQ areisomorphicup
to variablerenaming (We shallassumefor corvenience,
that Q2 and Q areidentical.) Given this property we
shaw thatif (l1;12) 2 Lop for ary databasé, then
(|1; |2) 2 I—QO;D .

Supposéls;l2) 2 Lo,p for somedatabas® andlet
I; = (s;i) andl, = (t;j) wheres andt aretuplesin D
andQ(D) respectiely, andi andj arepositionnumbers.
By the de nition of locationcorrespondencethereex-
istsavaluation for Q suchthat(1)H ( (X)) = t where
H (X)) is the headof Q, and(2) Sx( (Y«)) = s where
Sk is thekth subgoalof Q, and(3) X [j] = Y][i]. Since
Q is minimal, considertheisomorphisnyg from Q to Q°
which mapsevery subgoalin Q into its corresponding
“identical” subgoain Q®andtheheadof Q to theheadof
QO (Themappingg is theidentity mappingsincewe as-
sumedhatQ? andQ areidentical.) Therefore, g * h
is avaluationfor Q°. In particulatH( g ' h(X9) =
H(W( g Y(X9) =H( (X)) = t,whereH (X9 isthe
headof Q%andX 9= X (sinceg is theidentitymapping).
Note that Sx(g(Yk)) is also a subgoalin Q2. Hence
S( g h(Y)=S( g *(Y)=S( () =
s. Clearly, Yi[i] = X 9j]andso,(l1;12) 2 Lgop -

Theproofcanbegeneralizedo unionsof conjunctive
queries.Seg[Tan03. |

If Q is aminimal query thenfor every valuationthat
producesan annotationin an outputtuple accordingto
Q, thereis a similar valuationfor Q° that will produce
the sameannotationon that outputtuple: rst take the
homomorphisnirom QCinto its minimal query, thenthe
isomorphismfrom its minimal queryto Q, andthenthe
valuationtakenby Q.

The resultabove is tight in the sensethatwe canno
longerdetermingf Q , Q°givenonly theprecondition
thatQ QP Thefollowing exampleshavs thatif Q
Q% thenQ 6, Q%andQ® 6 , Q in generalgvenwhen
bothQ andQP areminimal queries.

Example 3.4 SupposeQ; and Q. are the following
queries. Q1: Ans(X) :- R(X, Y), S(X, Y) andQ3:
Ans(X) :- R(X, Y). Note that Q; Q2 and both
queriesare minimal. If the databasenstanceconsists
of the following tuples R(17?9, 2), R(1'*9, 3), and
S(17°9, 2), the resultsof the queriesare Ans(1f?%°9)
andAns(1 %+ 9) respectiely. Clearly Q; 6, Q, and
Q264 Q1.

It is alsostraightforvardto seethatif Q andQ are
equialentqueriesandQ is aminimalquery Q°6 5 Qin
general.Let Q3 bethequeryAns(X ):- R(X, Y), S(X,
Y), R(X, Z). Obviously, Q; andQ3 areequivalentand
Q1 is minimal. The resultof Q3 is the following tuple



Ans(1f %+ 09),

3.2 Query Evaluation with Annotations under Bag
vs. SetSemantics

We shawv next that for conjunctive querieswith views,
thesameannotationsrecarriedto theresultwhetherin-
termediateresultsof the query are evaluatedwith bag
or setsemantics.This invariancepropertyis important
since duplicateremoval is an expensve operationand
most query enginesevaluateintermediateresultsunder
bagsemanticandremove duplicatesonly at the end, if
needed.

LetQ®(D) andQ(D) denotethe bagandsetresultof
Q appliedon D respectiely. With Q°(D) (resp.Q(D)),
every view predicateof QP (resp.Q) is evaluatedn bag
semanticgresp.setsemantics)Let Uniqguebethe oper
atorthatgivenan annotatediatabasepossiblywith du-
plicatetuples,memgesthe annotation®f duplicatetuples
togetherand removes duplicatetuples. That is, given
a bagof annotateduplesB, UniqueB) returnsthe set
of tuplesin B andfor every tuplgt 2 UniqugB) and
every positionp in t, A(t; p) = 0,5 A(t%p), where
t® = t. We usethe notationA (t; p) to denotethe setof
annotationst positionp of tuplet. The proofis shavn
in [Tan03 andcanbe generalizedo unionsof conjunc-
tive queries.

Theorem 3.5 Given a conjunctivequery Q, the result
of evaluatingQ in bag semanticand thenapplyingthe
Unique operator is the sameas the resultof evaluating
Q in setsemanticsThatis, Unique QP =, Q.

Example 3.2 and Example 3.4 suggest that
annotation-containmewgnnotbe characterizethrough
qguery containmentalone. In the next section,we give
a necessanyand sufcient condition that characterizes
annotation-containmenvia a family of homomor
phisms. This characterizatiorprovides insight to the
reasonwhy querycontainmentwhich requiresonly one
homomorphisnto exist from one queryto anothey is
insufcient to characterizannotation-containment.

3.3 A Homomorphism Theorem for Annotation-
Containment

In the following, we useQ[p] to denotethe pth subgoal
of queryQ wherep > 0 andQ[0] to denotethe headof
Q. Thisis not to be confusedwith X [i] which denotes
theith variableamongX . We usethe notationvar(Q[p])
to denotethe vectorof variablesat Q[p].

Theorem 3.6 Giventwo conjunctivequeriesQ and Q°,
Q 4 Qif andonlyif for everyvariable X thatoccurs
at boththeith positionof var(Q[0]) andthej th position
of var(Q[p]) for somep, there existsa homomorphisnh
fromQPto Q sud that

1. h mapsthe body of Q° into the bodyof Q and the
headof Q°to the headof Q, and

2. the variable that occurs at the jth position of
var(QYq)) is identical to the variable at the ith
position of var(Q90]), whee QYq] is a pre-image
of Q[p] under h. That is, for somesubgoalq,
var@QYal)[i 1 = var(Q0][i] andh(Qc]) = Qlpl.

Proof. (If) Supposgl1;12) 2 Lo,p for somedatabase
D. Letl; = (s;j) andl; = (t; i) wheres andt aretuples
in D andQ(D) respectiely andi andj arevalid posi-
tion numbersfor s andt respectiely. By the de nition
(11;12) 2 Lo;p , thereexistsavaluation for Q suchthat
(QIp]) = s for somep, (Q[O]) = t, andvar(Q[p])[j ]
= var(Q[O])[i]. Let h be the homomorphismfrom Q°
to Q with the above describedproperties(1)-(2) on the
distinguishedvariable at var(Q[0])[i] and var(Q[p])[j ].
Thatis, h mapsthe body of Q° into the body of Q, the
headof QY to the headof Q, h mapsQYq] for someq

to Q[p] andvar(QIq))[j] = varQIO])[i]. Clearly  h
is a valuationfor QO that producest: h(Q9q)) =

(Qlpl) ='s,  h(QI0]) = (Q[0]), andvar(QTal)[j]
=var(QYO])[i]. Therefore(l1;12) 2 Lgop .
(Onlyif) SupposeQ 5 QO we show thatthe above de-
scribechomomorphismsxist. Fix for somep;i; j sothat
Q[p] andQ[0] are suchthatvar(Q[O])[i] = var(Q[p])[j ]
for some positionsi andj. Let C be the canoni-
cal instanceinducedby Q. Thatis, for every subgoal
S(Y1;::5 Ym) in Q, C containsthetuple S(Y5; i Y)
whereY,¢ is a constantorrespondingo the variableYy
andC containsonly thesetuples. With C, it is easyto
constructa valuation for Q by mappingthe eachvari-
ableY; in Q to its correspondingonstanty;®. It is easy
toseethat ! iswell-de nedin thiscase.
SupposeQ[p] denotethe subgoalS(Yy;:::; Ym) of Q
andQ[0] hasthe form H (X 1;::;; X,). (Notethat QJ0]
is the sameas Q[0] modulo variable renaming.) Let
l1 = (SCYEL;anYs);j) andlz = (HOXT; a5 XE)s0)
whereY; = X;. Obviously, (I1;12) 2 Lg.c andsince
Q . QO, (I3;12) 2 Lgoc. By de nition of (I3;1,) 2
L go.c, thereexistsa valuation' for QYsothatsubgoals
of QY are mappedinto tuplesin C, QJ0] is mappedto
HXS X ), (QYadl) = S(YE;:Y.E) for someg,
andvar(QYa))[j] = vaQIO])[i]. Clearly, * ' is
a homomorphismfrom Q°to Q that mapsthe body of



QO to the body of Q, the headof QP to the headof Q.
Furthermore, ' ' (QYd) =  X(S(YF:5YL) =
S(Y1; 1155 Ym) = QIp] andvar(Qa))[j ] = va( QODIi].
Theproofcanbegeneralizedo unionsof conjunctive
gueries.Seg[Tan03. |

Condition (1) ensuredhatevery fact producedcby Q
is alsoproducedby Q° (from the homomorphisntheo-
rem[CM77]). Condition(2) ensureghatthe source-to-
target correspondenceelationfor Q, i.e. Lo,p , canbe
simulatedby Q% every annotationcarriedby Q to the
output can also be carriedby Q° to the output“in the
sameway”. It is obviousfrom the theoremthatif Q is
annotation-containeith Q° thenthereexistsat leastone
homomorphismhatmapsthe body of Q°to Q andhead
of Q%to Q respectiely (recallthatthesearenotboolean
conjunctive queries). Hence,Q Q% We notethat if
Q aQ%thenQ Q°

Obsenethatahomomorphismwith propertieg1) and
(2) is requiredto exist for eachdistinguishedrariablein
eachsubgoabf Q. Onenaturalquestioris whetherthere
existsa singlehomomorphisnihatsatis esbothproper
ties for every distinguishedvariablein eachsubgoalof
Q. Thenext exampleshavsthatsuchasinglehomomor
phismdoesnotexistin general.

Example 3.7 Supposewe have the following queries
Q1: Ans(X) - R(X, Y), R(X, Z) andQ2: Ans(X)
- R(X, Y). By applying Theorem3.6, we can verify
that Q; is annotation-containeth Q,. Any homomor
phismfrom Q, to Q;, however, mapsthe subgoalof Q;
to at mostonesubgoalof Q1. Hencetherecannotexist
a singlehomomorphisnthatwould simultaneouslsim-
ulatetheannotatiorpropagation®f bothsubgoalsn Q;
throughthevariableX .

Complexity of Annotation-Containment. Thechar
acterizationof annotation-containmergiven by Theo-
rem 3.6 statesthat oneis requiredto establisha family
of homomorphisméwith certaincharacteristicsynefor
eachoccurrencef adistinguishedrariablein thebodyof
Q, in orderto decidef onequeryis annotation-contained
in another We shav that despite the added com-
plexity givenby the above characterizationannotation-
containmentasthe samecompleity asclassicalquery
containment.

Proposition 3.1 It is NP-completeto decideif Q 5 Q°
giventwo conjunctivequeriesQ and Q°.

Query Minimization. Query minimization is an
importantaspectof query optimization. The minimal
equivalentform of a queryis usually a betterqueryin

thatit requireslessnumberof joins andhence lessex-
pensveto evaluate.lt is known thatgivenary conjunc-
tive query thereis a unigueminimal query[CM77], up
to variablerenaming.An approacho derive theminimal
queryfrom the original queryis to eliminateredundant
subgoalsoneat a time. In caseevery subgoalcannot
beremoved,we have the minimal query Otherwisewe
continueto minimize the new query (with one subgoal
removed).

Naturally, we would lik e to applythe sameprocedure
to nd a minimal annotation-equialentquery Some-
what surprisingly the above procedureof eliminating
onesubgoalat a time no longerworks well whenanno-
tationsareinvolved. It is possiblethat every subgoalof
a query cannotbe removed without losing annotation-
equialenceto the original query and yet, when more
than one subgoalis removed, the resulting query is
annotation-eqwialentto the original. The following ex-
ampleillustratesthis scenario.

Example 3.8 It is easyto verify that Q is annotation-
equialentto Qmin andQmin cannotbe minimizedfur-

ther By removing the rst subgoalfrom Q, we obtain
Q°whichis notannotation-equialentto Q (the samear-

gumentappliesto every othersubgoakremovedfrom Q,

andis not limited only to the rst subgoalof Q). Note,
however, that Q, Q% andQn, are equivalentqueries
andQnmin istheminimal query

Q:  Ans(X):-R(X,Z,V),R(X,U,Z),R(X,Z°%T),
R(X,S, ZY.

Q% Ans(X):-R(X,U,Z),R(X,z2%T),R(X,S,Z9.

Qmin : Ans(X) :-R(X,Z%T),R(X,S, Z9.

Theabove examplesuggestshatto minimizea query
and presere annotation-equialence,one needsto at-
temptto remove one or more subgoalsat a time. We
then check whetherthe resulting query is annotation-
equialentto the original andreturnthe querywherethe
maximumnumberof subgoalscan be removed without
losing annotation-equialence.The questionof whether
there is a unique annotation-minimalquery remains
open.

Answering Queriesusing Views. Someclassicake-
sultsin answeringqueriesusingviews no longerapplies
aswell whena queryis capableof carryingalonganno-
tations.Theresultof Halevy etal [LMSS95 stateghatif
aqueryQ hasp subgoalsandQCis a minimal andcom-
pleterewriting of Q usingasetof viewsV (meaninghat
QCusesonly view predicatef V in the body of Q°and
is minimal), thenQ®hasat mostp literals. We shav here
thatthereis no analogousesultin our context. Givena
conjunctive queryQ with at mostp subgoalsandQCis a



minimal andcompleterewriting of Q thatis annotation-
equivalentto Q usingasetof viewsV, it isnolongertrue
thatQP containsat mostp literals.

VI(X,Z,29 - R(X,Z,V),R(X,Z°%T).
V2(X,Z) - R(X,U,Z).
V3(X,2% - R(X,S,Zz9.

ConsiderQmin of Example3.8 where Quin  has?2
subgoalsandsupposeve have the above setof views V.
A complete,minimal, andannotation-eqwialentrewrit-
ing of Qmin usesall threeviews (we denotethe follow-
ing rewriting asQ, ): Ans(X) - V1(X, Z, 29, V2(X,
Z), V3(X, 29. It is easyto verify that the expan-
sion of Q; is the query Q of Example3.8 and there-
fore annotation-eqwialentto Qmin . Note that Q, has
3 subgoalsand no propersubsetof subgoalsof Qy, is
annotation-eqwialentto Qm;n -

4 The Annotation PlacementProblem

As describedefore,we would like anannotationman-
agementsystemthat is also capableof propagatingan
annotationon a dataelementd in the resultbackto the
source.Sinced is oftencopiedfrom datain mary differ-
entplacesin thesourcethereis a questionof whereone
shouldpropagatean annotationon d backto the source.
Onemethodis, obviously, to propagaten annotatioron
d backto every pieceof sourcedatawhered is copied
from. Alternatively, we could propagatéhe annotation
backto a pieceof sourcedatas suchthatno otheroutput
dataelementsare copiedfrom s exceptd. In the latter
case,the annotationon s is calleda side-efect-freean-
notationbecausdy placinganannotatioron the source
datas, thatannotatiorwould notappeain ary otherout-
put dataexceptd in the result. We believe that for a
practicalimplementationof an annotationmanagement
systemthe usershouldbe givena choiceof whereto at-
tachbackan annotationand the systemshouldsuggest
the side-efect-freeannotatiorwhenthereis one.

More formally, the annotationplacemensettingis a
quadruplgS, Q, Q(S), 1), whereS is asourcedatabase,
Q is amonotonerelationalalgebraquery Q(S) theout-
put,andl is alocationin theview wheretheuserwishes
to placeherannotation.Given an annotatiorplacement
setting, the annotationplacementproblemis to deter
mine a sourcelocation|®to attachthe annotatiorso that
the annotationon |1° correspondgo | and a minimum
numberof other outputlocations. In the event that 1°
correspondsnly to the desiredoutputlocationl andno
otheroutputlocation,we sayanannotatioron|®is aside-
effect-freeannotation.

Theannotatiorplacemenproblemfor a classof rela-
tionalqueriesvas rst showvn to beNP-hardin [BKTO02].

We show thatthe annotationplacemenproblemfor the
sameclassof queriesis in fact DP-hardand conjec-
ture thatthe exactcomplexity of this problemis slightly
above DP. We alsosuggestlternatve solutionsthatwe
may adoptfor this problemandthis classof queries.
We show thatthe problemof decidingwhetherthere

existsa side-efect-freeannotatioris DP-hardfor a class
of annotatiorplacemensettingswherethequeryQ con-
tainsbothprojectandjoin operatorsA languages in the
classDP [Pap94 if it is equalto theintersectiorof alan-
guagein NP andalanguagen coNP(this classincludes
bothNP andcoNP. Many databaseroblemslie in the
classDP. For example CosmadakifCos83 shavedthat
the problemof determiningif a databasénstances the
resultof aqueryappliedon aninstancas DP-complete.
Our proof of DP-hardnesg¢shown in [Tan03) relieson
a reductionfrom a known DP-completeproblemcalled
SAT-UNSAT [Pap94: giventwo Booleanformulas and

0 isit truethat is satis ableand °is unsatis able?
(More speci cally, our proof usesa variantof this prob-
lem thatis also DP-complete whereboth formulasare
3SaT formulas.)

Theorem4.1 Givenanannotatiorplacemensetting(S,
Q, Q(9), 1) whee Q involveshoth projectandjoin op-
erators, the problemof decidingwhetherthere is a side-
effect-freeannotationfor | is DP-hard.

A specialcaseof a projectand join querywherea
polynomial time algorithm exists is when every use of
projectretainsthe key of theinputrelations.Hence,it is
possibleto determinethroughthekey of theoutputtuple
thatcontainghe annotationwhereanannotatiorshould
attachbackin thesource.

An alternatve approachfor queries that involve
projectandjoin operatorsvould beto explicitly storethe
correspondencdsetweersourceandoutputlocationsin
the result. Assumethat every sourcelocation contains
an annotatiorthat describests address.We carrythese
addressaannotationsalongasQ(S) is computed.Hence
thesetof addressannotationsn eachoutputlocationtell
which sourcelocationscorrespondo it (i.e., its prove-
nance). Supposea userwishesto attacha remark(an-
other annotation)to an output location|. In orderto
propagatehatremarkbackto the sourcewith minimum
side-efects,we computefor eachaddressnnotatiort ?”
thatoccursin I, thenumberof otherlocationsin the out-
put that alsocontains*?”. (This will be the numberof
side-efectsif we propagatehe remarkbackto the ad-
dressindicatedby “?”.) Theaddressannotationn | that
occursat a minimum numberof other outputlocations
is wherethe remarkshouldbe attachedn the sourceso



thatit would generateheleastside-efects. This method
workswell assuminghatthe queryengineexhaustiely
searche$or every possiblevaluationof a querythatmay
produceanoutputtupleandin doingso,it keepshecom-
plete provenanceof every outputlocation. If, however,
the query engineis “smart” enoughto skip somevalu-
ations(knowing that it hasalreadyproducedan output
tuple), thenit may miss someannotationpropagation.
The precedingobsenation suggestghat if we chosean
implementatiorof our annotatiorframewvork thatmodi-
es anexisting query engineto carry alongthe address
annotationsyve must rst ensurethat the query engine
alwayssearcheshroughevery possiblevaluation.

5 RelatedWork

The idea of explicitly maintainingprovenanceby for-
warding annotationsalong data transformationds not
new and hasbeenproposedin variousforms in exist-
ing literature[WM90, LBM98, BB99]. In fact, our an-
notationpropagatiorruleswhich propagateannotations
basednwhere-proenancearesimilarto thoseproposed
in [WM90]. Thedifferencefrom [WM90] is thatwe do
notcarryalongtheprovenancef intermediatdocations.
Thereareseveralindependengffortsin building annota-
tion systemgo supportand manageannotationn text
andHTML documentg§LB95, SMB96 W3C,KKPS0],
PWO0043. Recently annotationsystemdor genomicse-
guence$avealsobeerbuilt [bio, Dow01, KSF" 02]. Re-
searctonannotationfiasbeenargelyfocusednsystem
issuessuchasthe scalability of design,distributed sup-
port for annotationsaswell asdesignsthat may avoid
the use of specializedbrowseror Web seners. Lalib-
erte and Braverman[LB95] discussedhow to usethe
HTTP protocolto desigrascalableannotatiorsystenfor
HTML pages. Schickler Mazer and Brooks [SMB96]|
discussedhe use of a specializedproxy module that
would memgeannotationgrom anannotatiorstoreontoa
Web pagethatis beingretrieved beforesendingit to the
client browser Sucha designwould not requirea spe-
cialized browseror Web sener to supportand manage
annotations.Annotea|W3C, KKPS0] is a W3C effort
to supportannotationsn any Web document. Annota-
tions are storedon annotationsenersbasedon an RDF
annotatiorschemandusesxXPointerfor pinpointinglo-
cationsonaWebdocumentTheclient, Amaya,is aspe-
cializedbrowserthat canunderstandcommunicateand
melgeannotationsesidingin theannotatiorsenerswith
Web documentsPhelpsandWilensky [PW97] alsodis-
cussedheuseof annotationsvith certaindesirablgprop-
erties on multivalent documents]PWO00H which sup-
port documentsof different mediatypes, such as im-

agespostscriptor HTML. DAS or Biodas[bio, Dow01]
andthe HumanGenomeBrowser[KSF* 02] arespecial-
izedannotatiorsystemgor genomicsequenceata.Like
most other annotationsystemdesigns,thereis one or
more (distributed) annotationseners for storing anno-
tations. Thesesystemaneme datafrom varioussources
to displayit graphicallyto anenduser

Theannotatiorsystemslescribedsofar shareacom-
mon model: thereis a collection of baseelementsand
every annotationrefersto somepart of a baseelement.
Baseelementsare eitherretrieved in partor asa whole
andthey do not undego complex transformations.The
taskof theannotatiorvieweris thereforesimple:retrieve
the relevantannotationglook for annotationsn the an-
notationsener(s) that refer to portionsof the baseele-
ment)andmemgethemwith the baseelementt refersto.
In this paperwe consideiasystemwvhereannotationsre
madeon relationaldata, proposedn [BKT02]. Unlike
Web pagestherigid structureof relationsmakesit easy
to describéheexactpositionwhereanannotatiorshould
be attached. In contrastto annotationson Web pages,
however, ouroutputis oftentheresultof acomplex trans-
formationprocess.To the bestof our knowledge,even
thoughour annotatiorpropagatiorframework is not en-
tirely new, the semanticof queriesandbackward prop-
agationof annotationgn sucha systemhave not been
previously explored.

6 Conclusionsand Openlssues

We have describedanannotatiorpropagatiorframenork
that haspotentialusesin mary areasand this paperis
only a preliminary investigationof someof the issues
thatarisein sucha framework.

Many issuesremainopen. Our goal of understand-
ing all theseissuesis to develop insightsthat will help
us build a provenance-base@nnotation management
systemwith a formal foundation. Although the prob-
lem of deciding whethertwo queriesare annotation-
equialentis NP-completewe conjecturethat thereex-
istspolynomialtime algorithmsfor the classof conjunc-
tive querieswith boundedreenidth [CR97]. Theques-
tion of whetherquery minimization underannotation-
equialenceis church-rosseremainsopen. For the
annotation-placemergroblem, we conjecturethat the
exactcompleity classis slightly above DP. We would
also like to extend our annotationmodel and study to
other models, such as the XML model, whereby tu-
ples or relationscan also be annotated. It would also
be interestingto explore the precise relationship be-
tween containmentof conjunctve queriesunder bag-
semanticsand annotation-containmentBoth problems



share some similarities: For example, some equia-
lencesthat hold under set-semanticso longer hold
under bag-semanticgannotation-semantics) We also
know that there are some differences: It is known
that bag-containmenbf conjunctve queriesis compu-
tationally harder than set-containmenbf conjunctive
queries[CV93] while we have shavn that the com-
plexity of annotation-containmeris the sameas set-
containmenbf conjunctive queries.

As mentionedbriey in Section1, there are con-
ceivably other choicesfor the semanticsof annotation
propagatiorotherthanpropagatingannotationdasecn
provenanceAs opposedo having suchautomatianech-
anismfor propagatingand combiningannotationspne
could alsoimagine having explicit languageconstructs
for dealingwith annotations.We believe, however, that
this choiceof annotatiorpropagatiorns anaturaloneand
thatthereare mary applicationssuchastracingprove-
nance,security and quality control, wheresuchan au-
tomaticprovenance-baseslystemfor propagatinganno-
tationsis desirable.A thoroughinvestigationof alterna-
tive semanticor possibilities,however, is needed.We
would alsolik e to extendour investigatiorto the frame-
work whereannotationsare propagatedasedon why-
provenance.

It would alsobeinterestingo investigatdhow we may
allow annotationgo bequeried(in animplementatiorin-
dependentvay) directly. For example,we maywantto
“return all personswhosedate-of-birthhasbeenincor-
rectly recorded”by nding tuplesin the relationwhose
date-of-birthvaluehasbeenannotatedvith an errorre-
port. One possibility is to extend the query language
with constructdo queryannotationsWe obsenre thatit
is alsopossibleto queryannotationgwithout extending
thequerylanguagepy rst de ning aview. Forinstance,
if we assumehatin animplementationannotationsare
storedasanotherelation,onecande ne an XML view
over the main databasend annotationdatabaseso that
annotationsppeartogethemwith the datait annotatess
partof the datain the XML view. Queriescanthenbe
posedoverthisview [SSB" 01, FKM™ 02], thusallowing
annotationgo bequeried.
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Appendix

Semanticsof Query with Annotations. We let [E]P
denotethe meaningof an expressionE evaluatedon
databas® underthe context where is avaluation.
LetA(l) denotethesetof all annotationgtlocationl and
X [p] denotethe pth variablein the vector of variables
X'. Ourgoalis to de ne [Q]° andA(l) whereQ is a
conjunctivequeryof theform R(X):-S1(Y1); 135 Sn (Yn)
andl is alocationin Q(D). Thevariablesn X occurin
Yi::::Y, andn 0. If n = 0, thenX mustnot contain
ary variablesand[Q]° = fR(X)g. We shall assume
that every subgoalis an extensionaldatabaseredicate.
If Q containssomevariablesVy;:::;Vy, we rst aug-
mentthe databas® with V1(D);:::; Vm (D) andcom-
puteQ againstheaugmentediatabaseA valuation is
consistenwith anothervaluation if they agreeon the
assignmentsf commonvariablesj.e.,if mapsx toc;
and mapsx to ¢z, thenc; = c,.

1. Thedenotatiorof a query

[QI° =fR( (X)) ] 2 [S1(V2); 5 Sn (V)R :
n 1g

2. The set of annotationsat an output location
(R();p).
AR();p) =faj 2 [Si(Y); S (Yl

(X) = t; Yi[q = XTp];
a2 A(SiI( (Yi);a)g

3. Thedenotatiorof a subgoalundercontext

[S(VI° =f [ | isavaluationfor variables
inY; S( (Y)) istruein D, and is
consistentvith g

4. The denotationof a sequenceof subgoalsunder
context

[S167); 35 Sk (YO)IP =
[S2(Y2);::5Sn (Ya)I?;  where maps
variablesin Y; to valuessuchthatS; (VY1) is
truein D and is consistentvith

We notethat Example3.1 requiresthe above de ni-
tion to be extendedfor equalities. This can be easily
achieved by requiringthe additionalcheck,in de nition
(3) above,that( [ )XX) = ( [ )XX9 for every
equalityX = X %inQ.



