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Abstract

Multiple experts, each predicting a potential
file successor, improve accuracy of file access
predictions and reduce loss due to incorrect
prefetches. Each expert consists of files that
have previously succeeded the current file along
with one expert that predicts no successor is the
best choice. By careful updating of the expert
weights, file predictions can be made very accu-
rately both on a per access basis.

1 Introduction

The ever increasing gap between processing
and I/O system speeds, puts heavy demands on
cache performance. Extensive work has been
done on perfecting cache replacement algo-
rithms. Even with these improvements though,
file access often becomes the limiting factor in
system performance. By observing past patterns
of file access, it is possible to predict future file
accesses and prefetch them into the cache before
they are needed.

Cache replacement algorithms can be thought
of as passive caching, meaning that they only
deal with objects that have previously been
fetched. When making a replacement decision,
the algorithm chooses the object that is least
likely to be used in the future. Or stated an-
other way, it is trying to predict which objects

are most likely to be used in the future. Prefetch-
ing can be thought of as active caching. By in-
corporating information about the past observa-
tions of access patterns, a prefetching algorithm
can actively retrieve objects that it believes are
likely to be used in the near future.

At present, we have simulated a static mul-
tiple expert algorithm [8] to predict file succes-
sors. Each file has a set of experts and associated
weights. These experts are simply previously
seen successors to the given file. There is one
additional expert that says the best thing to do
is make no prediction. When a file is requested,
the expert with the greatest weight is selected as
the prediction. If the null expert is selected, no
prefetch is requested. For the other experts, a re-
quest is issued to the cache for the predicted file.
On a cache miss, a prefetch request is sent to the
disk.

On the next file request, the accuracy of the
experts is evaluated. The experts who predicted
incorrectly have their weights reduced. The cor-
rect expert’s weight is left unchanged.

Many files have consistent successors [4] but
nevertheless, some do not. A good prediction
algorithm will modify its behavior based on the
characteristics of a given file. The null expert is
there to suppress prefetching by files that have
no reliably predictable successors. This modi-
fies the predictive behavior for each individual



file rather than using an algorithm that treats
each file the same.

Incorrect predictions can be very costly.
Without some means of preempting disk re-
quests [6], applications will be stuck waiting
for two file requests to be serviced instead of
just one; the incorrect prefetch followed by
the needed demand fetch. Furthermore, miss
predictions cause cache evictions of potentially
useful data.

Not all predictions cause prefetches to take
place. If a prediction is for an object that is al-
ready resident in the cache, it will have no ef-
fect at all except possibly to reorder the cache as
far as the replacement algorithm is concerned.
This can have potentially improve performance
by rescuing objects that were about to be re-
placed. So paradoxically, it a prefetching algo-
rithm can improve system performance without
ever issuing a file prefetch.

2 Previous Work

File prefetching based on past access patterns is
a well established technique. Early work pro-
posed fairly complex techniques. Vitter and Kr-
ishnan [14] used data compression techniques
that treat the file access stream as a character
sequence. They observed that sequences that
were given the shortest encodings were the most
likely and could be correlated to predictions.
Similarly, Kroeger and Long [9] based on Fi-
nite Multi-Ordered Context models. Griffioen
and Appleton [7] used probability graphs based
on the frequency of successors.

There have been several improvements to
very simple last successor predictors. Last suc-
cessor simply predicts that the successor to a
given file will be the same as last time the file
was accessed. Amer and Long [2] proposed
Noah, which uses a stability factor that main-
tains the current prediction until a certain num-
ber of different successors have been seen in a

row. Yeh, Long and Brandt [16, 18] correlate
predictions to the current program and user ac-
cessing a file.

Group-based prefetching [1, 3] is intended to
work in a client server environment. When a
client requests a file, the server returns the re-
quested file along with a group of predicted files.
The predictions are selected based on condi-
tional successor entropy. Since the server sees
a request stream from numerous clients, it can
gain greater knowledge about access patterns.

Whittle et al [15] used multiple experts to
perform predictions. These experts were four
simple heuristics experts, most recent con-
secutive successors, predecessor position, pre-
predecessor position and j-out-of-k ratio for
most frequent successor. Experts gave both a file
prediction along with a heuristic weight, which
indicated the confidence of the prediction. The
prediction with the highest heuristic weight was
then compared against a threshold value to de-
cide whether or not issue the prediction. This
does suppress predictions for files that have not
clear successor but requires tuning of the heuris-
tic weight. It also has some computational cost
for each of the heuristics where our file experts
require essentially no computation.

3 Experiments

We simulated caches using standard replace-
ment algorithms and added algorithms that is-
sue predictions of file successors. The predic-
tion algorithms were LS (Section 3.2), Noah [2],
Group-based [1, 3] and our multiple expert al-
gorithm (Section 3.3). In our experiments, both
stability the factor for Noah and the size for
Group-based was set to two.

3.1 Cache Simulations

We simulated three cache replacement algo-
rithms LFU, LRU and ARC [10]. These were in-



tended as baselines to compare non-prefetched
behavior. The prefetchers simulated were all
prefetching into LRU managed caches although
the prefetcher is independent to the choice of
cache replacement algorithm; prefetching into
ARC is no different than prefetching into an
LRU cache.

The caches were simulated with the assump-
tions that files were cached in their entirety and
that files were all the same size. These simpli-
fications were needed primarily from a practi-
cality standpoint. Fully simulating caches to the
block level would have been prohibitive given
time and resource constraints.

3.2 Last Successor

The last successor (LS) algorithm is a base-
line predictor commonly used to compare file
prefetchers [2, 4, 16, 17, 18]. When a file is ac-
cessed most recently observed immediate suc-
cessor to the current file is predicted as the suc-
cessor to the current access. Every file that has
been seen before is going to make a prediction.

3.3 Multiple Experts Algorithm

Every file has its own pool of experts. Initially,
there is a single null expert. This null expert
believes the best action is to make no prefetch
for the current file. Given that the first time a
file is seen no reliable prediction can be made,
this expert will be correct. Experts are added
when new successor files are seen. These file
experts each predict a previously seen succes-
sor file. Each expert is assigned a weight based
on its past accuracy. When a file is accessed, a
successor prediction is made based on the expert
with the greatest weight.

Each file access can be thought of as a trial
of the file’s experts. Experts that predict incor-
rectly incur loss as a result of their mistakes.
The loss function calculates how wrong a given
expert was during a trial. In other words, the

loss would be the cost of having listened to that
expert. A correct prediction has no loss, where
an incorrect prefetch incurs a loss of 1. For each
file expert i:
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where ¥, ; is the prediction of expert i on trial
t and y, is the actual file successor of trial 7.

The null expert has a slightly modified loss
function. For starters, the null expert is correct
only in the case where none of the other experts
could have predicted correctly. In other words,
the actual successor was not in the set of file ex-
perts. The cost of not making a prediction when
one was possible, is the some fraction of the cost
of a miss prediction p (O p 1). In our ex-
periments, p 0 5 was the best choice, which
matches the intuition that a prefetching mistake
is twice as costly as a null prediction. A null
prediction only requires that the file be fetched
where an incorrect prediction requires both the
predicted and requested files be fetched.
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After each file access, the expert weights of
the previously accessed file are adjusted since
the previous file’s true successor is then known.
Currently we are updating the weights using
Herbster and Warmuth’s [8] static experts. This
was done for the sake of expediency. In the
future, variable weight sharing will be imple-
mented.

For each expert i : 1 n , where n is the
number of experts including the null expert the
weights are updated as follows:

O 1 e I (3)

In Equation 3, m is the learning rate, where
n 1. This is a tuning parameter for adjust-
ing how quickly the experts learn each trial. We



usedm 2 0 but found in practice that the exact
value had little impact on the resulting behavior.

While it is not strictly necessary for the algo-
rithm, the weights are normalized to sum up to
1 after each trial. Otherwise, the system would
potentially suffer arithmetic underflows after a
large enough number of trials.

3.3.1 Adding Experts

When a previously unseen successor is encoun-
tered, it is added to the file’s pool of experts.
This new expert will be given a weight of ®,

1 n, where n is the new number of experts. The
rest of the experts will have their weights ad-
justed by a factor of n 1 n. The goal here is
to give a new successor high enough weight that
it can quickly become the best expert if it contin-
ues to preform well but not so much to win the
following trail. The fact that LS (Section 3.2) is
fairly accurate indicates that new experts should
be given high weight. At the same time Noah
[2] shows that these new experts should not be
given enough weight to be chosen the very next
trial. Essentially, new experts much prove them-
selves before they are listened to.

We have capped the number of experts for any
file to 6 in order to limit the metadata needed
for each file. When a new expert appears and
there are already 6 file experts, the existing file
expert with the smallest weight is deleted. The
null expert is never a candidate for deletion be-
cause, unlike the file experts, it can not occur in
the file access stream and reappear. Since only
one expert is correct for any given trail, most of
the experts quickly have their weights reduced
to near zero. It would take a considerable num-
ber of trials for these experts to gain standing as
the best expert. Consequently, there is very little
value in retaining metadata for more than a few
experts.
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Figure 1: Cache hit rates for for Mozart work-
station using various caching algorithms.
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Figure 2: Cache hit rates for for hplajw work-
station using various caching algorithms.

3.4 Traces

We used traces from two sources to test the
prefetching algorithms. DFStrace [11] consisted
of a long term record from various machines
used in the Coda [13] project. We selected two
machines to profile, Mozart, a workstation and
Barber server. We also used traces from HP
labs [12]. Again, we chose both a workstation,
hplajw, and a server, Cello.
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Figure 3: Cache hit rates for for Barber file
server using various caching algorithms.
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Figure 4: Cache hit rates for for Cello server
using various caching algorithms. Note that the
vertical scale is different here in order to better
see the differences.

4 Experimental Results

4.1 Cache Hit Rates

The primary purpose of prefetching is to in-
crease the hit rates of demand fetches. At the
very least, a prefetching algorithm should not re-
duce hit rates. In practice, a prefetcher needs to
increase hit rates significantly to balance out the
instances where it causes longer access latency
due to miss predictions.

In our simulations, we made the optimistic
assumption that disks had unlimited bandwidth
for prefetches. This implies that all prefetches
will be serviced before any demand fetch oc-

Predictive Accuracy
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Figure 5: Accuracy per prediction of vari-
ous prediction algorithms for two workstations
(hplajw and Mozart) and two servers (Barber
and Cello)

curs. More promiscuous prefetchers are given
an advantage since there is no cost to incor-
rect prefetches as far as cache hit rates are con-
cerned. These additional prefetches increase the
likelihood that immediately following accesses
will be in the cache. Since our multiple experts
algorithm fetches on average less than once per
file access, it has lower hit rates than more ag-
gressive prefetchers like Noah or group-based
techniques.

Figures 1 and 2 show that multiple experts
only increase hit rates about 2 3 of what the
competing prefetchers do. Still, multiple ex-
perts increases hit rates three to eight times the
best passive caching algorithm simulated in the
case of hplajw. The benefit is less dramatic for
Mozart due to more of the working set fitting in
cache.

4.2 Prefetching Accuracy

The accuracy of a prefetching algorithm is mea-
sured based on how many predictions that re-
sulted in disk prefetches were later used by de-
mand fetches. If a prefetched file gets evicted
from a cache before it is accessed, the prefetch
is counted as wrong. Since some predictions hit
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Figure 6: Loss due to incorrect and null predic-
tions for workstation Mozart.

the cache, we chose to count only the predic-
tions that resulted in disk fetches.

Figure 5 shows the predictive accuracy on
hplajw, Mozart, Barber, and Cello. Group-
based prefetching shows the worst accuracy of
predictions due to the fact that it issues a larger
number of prefetches. Noah does slightly better
than LS since it is better able to filter noise in the
access stream. Multiple experts is the most con-
servative when it comes to issuing prefetches.
Since it adaptively chooses not to make pre-
dictions where they are unlikely to be correct,
its predictive accuracy is considerably higher
across all the traces tested.

4.3 Prefetching Costs

A perfect prefetching algorithm would incur
zero loss as every predictable file would be
prefetched and no unnecessary prefetches would
occur. We are using the following equation to
measure the total loss incurred by a prefetching
algorithm.

TotalLoss p predy  predyrong 4

p is the same as discussed in section 3.3. Null
predictions are for files that theoretically could
have had their successor predicted but had no
prefetch issued. The first time a file is seen in a
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Figure 7: Loss due to incorrect and null predic-
tions for workstation Aplajw.
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Figure 8: Loss due to incorrect and null predic-
tions for file server Barber.
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Figure 9: Loss due to incorrect and null predic-
tions for server Cello.



access stream, there is no way to predict its suc-
cessor without additional knowledge so no al-
gorithm is penalized for failing to predict these
successors. predyyrong is the number of incorrect
prefetches issued.

Figures 6, 7, 8 and 9 show that our Multi-
ple Experts algorithm incurs less loss than the
LS, Noah and Group-based prefetching for all
traces tested. For small cache sizes, more ag-
gressive algorithms cause cache pollution. Nec-
essary files are getting replaced with unneeded
prefetched files. For large cache sizes prefetch-
ing loses its effectiveness because the entire
working set begins to fit in the cache.

5 Conclusions

File prefetching based on past relationships in
the file access stream increases the effectiveness
of caches. By the use of multiple experts algo-
rithms that employ files as experts, file succes-
sors can be accurately to improve cache hit rates.
By including a null prediction expert, prefetches
are only issued for files that have a high likeli-
hood of being correct. The null prediction ex-
pert effectively suppresses predictions on files
who do not have predictable successors. This
results in higher predictive accuracy than com-
peting prefetch algorithms. Additionally, the
loss incurred by the multiple experts algorithm
is lower over a wide range of cache sizes.

6 Future Work

The first and simplest improvement to our cur-
rent work would be to add weight sharing [5] to
the experts. This would improve performance
for files who’s successors tend to oscillate be-
tween a few files. Currently, our algorithm tends
to over-penalize experts who perform badly for
a short period of time but later regain their accu-
racy.

The current cap of 6 experts per file is rather
arbitrary. It would be good to investigate if the
poorest performing experts ever regain their sta-
tus. Perhaps some more systematic means of re-
tiring experts could be developed.

Since multiple expert algorithms react very
nicely to varying costs, it would be a reasonable
extension to take file sizes into account. Incor-
rectly prefetching a large file does considerably
more harm than for small files. Additionally,
since accurate prefetches of large files may not
be sufficiently in advance of their use, it may not
be worthwhile to initiate fetches prior to their
need.
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